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Introduction


This report summarizes the key findings and issues explored during the National Science Board (NSB) sponsored workshop on long-lived data collections (LLDCs).  The workshop was motivated by the rapid expansion of digital databases and their growing importance in many fields of science and engineering research, and the need for the National Science Foundation (NSF) to support such databases appropriately.  The workshop, held at NSF on November 18, 2003, was designed to gather information on the policies used by NSF programs and other agencies to support data collections and data sharing, and to formulate the key policy questions that face the Board, the Foundation, and their constituent research and education communities.  The workshop included presentations by the NSF directorates and from the main agencies involved in digital data collections for science and engineering.  


The following sections of the paper discuss general observations and issues that are grouped into categories: data selection and retention; data access; incentives and disincentives for data preservation and sharing; data management models; and data policies.  A final section summarizes issues that may need Board or Foundation  attention.  

General Observations

Digital Data Collections are Expanding


Workshop participants were in agreement that digital data collections are expanding in size, number, and importance in most fields of science and engineering.   Powerful and increasingly affordable sensors, processors, and automated equipment (e.g. digital remote sensing, gene sequencers, and micro arrays) have enabled a rapid increase in the collection of digital data.  Reductions in storage costs have made it more economical to create and maintain large databases.  The existence of the Internet and other computer-based communications has made sharing data much easier.  Many databases are growing exponentially.  There are many examples of petabye or terabyte size datasets in biology, physics, astronomy, and the earth and atmospheric sciences.  New analytic techniques, access technologies, and organizational arrangements are being developed to exploit these collections in innovative ways. 


In many areas of science and engineering, such as genomics and climate modeling, scientists are increasingly conducting research based on data originally generated by other research groups, and are frequently accessing this data in large public databases through the Internet.  Databases often have long-term value that extends beyond the original reason for collecting the data.  In some cases, new analytical tools are developed that perform better and more extensive analysis than could be done at the time when data was collected. 

There is a Need for Greater Attention to Data Preservation and Sharing


Much of the information in research databases does not remain accessible through the Internet. The typical Science magazine article has 3 Internet references.  A study showed that after 27 months, 11 percent of the URLs are unretrievable by any means.  There is a considerable amount of NSF-funded data that is not being preserved.  In biology, for example, it is expected that the data being generated now will reliably be accessible for three to six months, but there is no guarantee the data will be available next year.   In education, greater data sharing is needed to help new research build on other people's findings more effectively.  

There are Substantial Differences among Scientific Fields in their Need for and Approach to LLDCs 


Data collections are especially important in fields where it is difficult to re-collect or replace the data, such as fields where observational data is time dependent, or fields where data collection is very expensive.  For example, if a supernova occurs, one can not re-collect data about the event.  For these reasons, data collections are especially important in the earth and environmental sciences, the biosciences, astronomy, and the social sciences.  On the other hand, data collections are less critical in fields where one can conduct another controlled experiment to investigate the same phenomena. For example, in experimental physics, scientists can often do another experiment, and their new experiment is likely to be more accurate than the original, because the instruments will have improved.   Moreover, in some other fields, such as pure math and theoretical physics, data collections are less important because the fields generate little data.  


Different fields also have different characteristics that affect the use of their data by others.  For example:

· In the social and medical sciences, privacy of human subjects is a key issue that constrains data sharing. 

· In the geospatial area there is a commercial and national security demand for much of the data that has helped drive agencies toward common formats.  The use of common formats has made possible the use of more automation and standard tools.  

· In some fields where data preservation and sharing are especially important, such as meteorology, ecology, and bioinformatics, the communities have been proactive on data issues, and have developed cultural norms and infrastructure to support data sharing.


Because of these differences, a “one size fits all” approach is not appropriate.  In many areas of research, some organized data activity already exists.  Policies set by the Board and the Foundation need to be sensitive to the different needs and different situations in different disciplines.

Different Agencies have Different Approaches to LLDCs 


The National Aeronautics and Space Administration (NASA), the National Oceanic and Atmospheric Administration (NOAA) and the United States Geological Survey (USGS) produce and manage their data collections.  Their data collections are managed to serve a wide variety of users, such as state and local officials and the general public, as well as scientists. The data collections can be either in contractor-owned or Federal facilities, but they are planned and operated for long-term preservation and dissemination of data.


By contrast, the NSF, as well as the National Institutes of Health (NIH), Department of Energy (DOE), and Department of Defense (DOD), tend to support data activities through smaller scale and limited duration grants and cooperative agreements. In general these agencies do not own or manage the data.  The data collection users are predominantly the scientific community, rather than the broader public.

Key Issues

Data Selection and Retention


A key issue is what data to maintain.  Preserving everything forever is prohibitively expensive.  Not all data is valuable to keep, and there is a tradeoff between investing money in data collections and investments in research. Some distinctions between types of data that may affect the value of preserving data are the following: 

· Observational versus experimental versus computational Data:  Observational data, such as direct observations of the natural world (e.g., ocean temperature on a specific date; photographs of a supernova) are historical records that cannot be repeated exactly.  Collection of experimental data, by contrast, in principle can be repeated if the conditions of the experiment are controllable and enough information about the experiment is kept.  In practice, some experiments (e.g. large physics experiments; nuclear tests) are not repeatable because of the expense of reconstructing the experimental conditions.  Computed data, such as the result of computer models, can generally be reproduced if all of the information about the model (including a full description of the hardware, software, and input data is preserved).

· Raw versus processed data.  Data frequently passes through various stages of cleaning and refining specific to the research project.  While the raw data that comes most directly from the instrumentation is the most complete and original data from the research and may have value for some researchers, in many cases the raw data has limited value for subsequent use.  The raw data, for example may contain some faulty information due to equipment failures or other causes, or may require extensive processing to be put in a form so that others can use it.  In some fields, raw data is valuable, while in other fields it is worthless. 

· Intermediate versus final data.  Researchers often create much data in their research that they do not report. They may do many variations of an experiment or data collection, and only report the results they think are the most interesting. Some of this unreported intermediate data may be of use to other researchers.

· Data versus metadata.  In order to make data usable, it is also necessary preserve adequate documentation relating to the content, structure and context, and source (e.g., experimental parameters) of the data collection – collectively called metadata.    For computational data, preservation of data models and specific software is as important as the preservation of data. Similarly, for observational and laboratory data, hardware and instrument specifications and other contextual information are very important. The metadata that needs to be preserved to make the data useful in the future is specific to the type of data.

Workshop participants noted that:

· There is a high demand for many kinds of archived data.  For example, at the National Climatic Data Center, the annual usage of data in the climate record  archive for specific geographic locations is five to ten times the volume of the archive.  Oceanographic data sets are highly cited and are used extensively in climate modeling. At NIST, data collections have been used very intensively and have had annual usage much greater than the amount of data in the collection.

· It is hard to predict what data will be needed. Some data are only valuable to the investigator who collects it, while other data are valuable to many investigators.  It is often difficult to tell which is which.  For example, when a supernova event occurred, there was great demand to look at rarely used historical pictures of the same area of the sky. 

· The level of use of archives depends on the tools available to access it. The Sloan Digital Sky Surveys hosted at Fermilab received moderate use, but when the National Virtual Observatory produced a better interface, it became very popular with schools, and the number of accesses increased very rapidly.  

· Long-term data management is expensive.  The cost per bit of storage is dropping but the quantity of data is increasing rapidly, so the total costs are  increasing. For example, the Two Micron All-Sky Survey that was initially funded by NASA and NSF had a $70 million lifetime budget and data processing, archiving and distribution were 45 percent of the entire costs.  The costs are not primarily in storage of the data, but in all the steps to ensure quality and accessibility of the data.  It takes an order of magnitude more effort to make data available to the community than to use the data oneself.

· Data collections often suffer in competition with new research.  The trade-off between data collections and research needs to be made primarily by people in the field who can best evaluate the value of the data versus new research.  However, researchers in the field are unlikely to be in the best position to understand all other potential uses of the data, and so may undervalue data collections.  To address this concern, it may be useful to have a process that reviews data activities at a level in organizations above the direct research managers.   NIST has such a process. 


A related issue is the question of how long data should be preserved.  There is a tradeoff between the higher cost of long-term preservation versus the loss of potentially valuable information if data is retained for a shorter periods.  There is a need to determine when and under what conditions data should migrate from one collection to another, or cease being curated.


Agencies and communities have different policies for different types of data sets.  For example, NASA requires that definitive datasets (highest level, cleaned data before any irreversible transformation) from NASA investigations should be retained indefinitely. Intermediate datasets, leading up to the production of the definitive datasets are retained only up to six months after the creation of the definitive datasets.


In the biological sciences, there are three levels of databases:

· Reference databases are large and long term. The Protein Data Bank is an example. They typically receive direct agency funding.

· Resource databases serve a specific science and engineering community and are intermediate in size.  There are over 500 reference level biology databases.   They are decentralized, have a defined scale and planned duration, and generally receive direct funding from agencies

· Research databases are produced by individual researchers as part of projects and differ greatly in size, scale, and function. They may be supported directly or indirectly by research grants.


It is common in biology for data initially to be stored in a research level database, and then subsets of the research level data migrate to resource level databases, and  ultimately to reference level databases for long term storage.  


As with decision about what to collect, most workshop participants believed that decisions about how long to keep data need to be made within the scientific community because the community can best evaluate which data is worth maintaining.  Decisions about discontinuing support for maintaining data sets are best dealt with on a case by case basis through the peer review system.  If there is continued interest in maintaining a dataset, the community can decide to support continued funding of that activity. 


Another key issue is whether or not to convert pre-digital data, such as photographic plates in astronomy or the records of the USGS bird banding laboratory into digital collection.  These are expensive to convert and there needs to be a way to perform a benefit-cost analysis on digitizing these collections.  

Data Access


Data needs to be archived so that others can find the information, and there need to be appropriate controls on who can access and modify the data.  

Data Discovery


A major problem is indexing data so that people can find the data.   Much research, especially in interdisciplinary areas, requires the capability to search across different databases and knowledge bases. Many disciplines have multiple terms and definitions for the same things, and terminology often does not match up across disciplines.  For example, in astronomy there are over a hundred different ways to denote the visual brightness of an object, and in oceanography there many different definitions of sea surface temperature.  There needs to be a lexicography of how terms map to each other, both within and across disciplines. Related to this, there is a lot of work on the “Semantic Web” to provide ways to be able to search databases by content.


It is important to have data access or “discovery capabilities” built into the data management strategy.  Scientists, however, are not terribly interested in providing the metadata that describes data and makes datasets searchable.   Anything that makes it easier for scientists to provide metadata, such as common procedures or tools, could aid data discovery.  

Data Security and User Access Management


While science communities generally support full and open access to data, open access may not always mean uncontrolled access by anyone. Database managers need to determine who has rights to access each database and who has rights to alter or remove data.  There may be restrictions on access related to:

· Human subjects restrictions on confidentiality of data (especially in social science and biomedical areas of research). 

· National security restrictions.  For example, the USGS maintained a database online that showed the location of water intakes for communities across the country.  This was quickly taken off line after September 11.  Areas related to biological, chemical, and nuclear weapons are also subject to restrictions. 

There are also issues regarding whether it is appropriate to charge user fees for access to the data, and whether commercial and non-commercial should be treated differently.  Office of Management and Budget rules (e.g., OMB circular A-130) generally require agencies to set user charges for information products at a level sufficient to recover the cost of dissemination but no higher.  There are several exceptions to this policy.
   


Although it is occasionally suggested that it would be possible to pay for the costs of data management through user fees, this may not be practical.  The National Institute of Standards and Technology (NIST) has the statutory ability to copyright its data, and thus has a greater ability to protect and charge for its data than most agencies.  Nevertheless, it has found that it is impractical to recover costs for nearly all of its databases. 

Interoperability and Standards


Interoperability refers to the ability of different systems to exchange information and to use the information that has been exchanged.  Interoperability facilitates open access to data to a broad research community.  Data is less accessible if it is in a form that requires specialized systems and special expertise to use.  Standards for data format and metadata greatly support interoperability.  Standards also facilitate the use of standard tools and automation.  


NASA uses the flexible image transport system (FITS) -- a self-describing data structure that allows the storage of any type of astronomical data on a computer as a file that had a header associated with it.  It has made it easy for the NASA community to provide and receive data.  


Developing standards takes considerable effort and it is difficult to enlist scientists in this task. Standards generally lag the state of the art.  A key issue is what role NSF should play vis-à-vis the communities to achieve higher levels of interoperability. 

Data Migration 


Preservation of digital data is much more complicated than preservation of paper documents due to changes in technology.  In order to make data reusable, data needs to be migrated to more advanced platforms at appropriate time intervals.  Migration policy will influence accessibility – if data is not migrated, it tends to become less usable, and eventually inaccessible, over time.  NOAA has a continual data migration process  that results in data being completely migrated from one technology to a newer technology every three to five years.  Data centers tend to have systematic migration procedures; individual scientists are less likely to migrate data in their collections to new platforms systematically.  


Mirroring or copying is another important aspect of data preservation. If there are multiple copies of something, it is more likely to survive. Additional protection is gained if different mirroring institutions migrate the data collection to new technology in different ways. 

Data Quality Assurance


Maintaining high data quality in archived databases is critical in order for the data to be useful for users. Quality assurance mechanisms are needed to ascertain that only data that meet quality guidelines are retained in the archives or at least that the quality pedigree of all data are known.  There is also a need to ensure that quality is maintained when an archive is migrated to a new system or combined with other data. For example, in the atmospheric sciences, data from new sensors need to be compared with the data produced by earlier sensors.   


Evaluating data to determine their quality or comparability to other data is expensive.  It takes the best scientists because in most cases one needs somebody who is expert in all the different methodologies used to generate the data to assess the comparability of data generated using different approaches.  The data evaluation process is time consuming.  At the Protein Data Bank, they underestimated by a factor of five how long it would take to evaluate older data to bring it into the archive.

Incentives and Disincentives for Data Preservation and Sharing 


A key challenge is to encourage researchers to provide their data in a form that is accessible and useful to others.  This often requires extra effort.  Researchers are often reluctant to share data from their studies for many reasons:

· It takes effort, in terms of the time of researchers, their students, and staff, to put data into a form that will be presentable and appropriate for the web.  For computer programs, it may take a factor of ten more effort to make a program usable by somebody else.  

· It is not clear that preserving and sharing data is always worthwhile – there may little demand for some data. 

· Scientists in many fields currently receive little benefit for putting data in an archive.  

· Researchers in some fields believe that their data is their intellectual property.  If they cannot exploit it data before other researchers have access to it, then they have less incentive to collect primary data and more incentive to do secondary data analysis.   

· There can be uncertainty about what level data to report – final results or raw and intermediate data.

· Where data sharing policies exist, there often there is no verification or enforcement.  If someone does not make their data available to the community, it often does not prevent them from receiving future grants. 

· Metadata requirements and long-term storage plans can be unfunded mandates for some researchers.  


For data requirements to be effective, they need support from the community as well as some enforcement.  This is demonstrated by the case of the Government Information Locator Service (GILS).  OMB issued a directive requiring every agency to include metadata with all data that the agency makes available.  There was no benefit to those who had to create the metadata.  There was a high degree of noncompliance.   Similarly, NARA (National Archives and Records Administration) also has requirements that people don't comply with, and there are no consequences.  


Several incentives were suggested for scientists to preserve and share data.  These include:  

· Making data sharing a requirement for publication.  For example, in genomics, one can not publish about a DNA sequence unless the sequence is deposited in the proper data bank. 

· Providing recognition for putting software or data online. It would provide a large incentive for data providers to routinely be listed as coauthors.  If communities change their definition of publication, so that publications are a representation of new knowledge that one can access and probe in the form of software or data or hardware, then there would be tremendous incentive to share data.  

· Providing financial incentives.   If funding is available for data activities, and if obtaining future grants depends on data sharing, researchers will follow the money. 


Making it easier for researchers to share and preserve data would remove some of the disincentives.  Providing a community with a portal, storage space, general software tools, and staff support would make it easier for each community to craft its own solutions, and would make it easier for investigators to participate.  Providing a free permanent home for their data would be an incentive for investigators.  In some areas, such as genomics, there are public databases that serve as a foundation for crafting individual solutions for specific projects, but in many other areas such public resources do not exist.  NOAA has found that the existence of the data centers lets investigators avoid some costs.  They design their data system so that providing data should not cost the providers anything, and should require little change in the data provider’s business practices.  NOAA is seeing a steady increase in the voluntary submissions of data by principal investigators who now trust the system to receive data and return it back to them unchanged.  


More consistent data policies would be help researchers by making it easier to comply with the requirements of different funding agencies.  Clear instructions and tools to aid compliance, available to researchers at the beginning of their research, would be helpful. It was noted that data sharing is much easier if researchers plan for it when they are designing experiments and collecting data.  Scientists spend much time on data activities that could be made more efficient, faster, accurate, and reliable with a standards-based approach. 


On the other hand, improved infrastructure alone might not be enough.  In the social sciences, there is an interdisciplinary data archive (at the University of Michigan), but there is still a problem with individual researchers not wanting to spend the time or effort to put their data in form available for dissemination.  
At NIH, the predominant view is that grant-supported researchers are not likely to archive their data consistently until there is a firm requirement that they do so.  As a result, NIH has developed an NIH-wide data policy (see “Data Policies” section).  Grantees may understand and endorse the importance of data archiving, and may have the technical capability, but they are not likely to do it until they are forced to do so. Once researcher have to share and archive data, it is likely that many useful technologies and forms of assistance will be developed within each fields that will make the process easier.  

Data Management Models


There are many different models for storing and archiving data, ranging from individual researchers archiving data on personal websites, to centralized data collections in federal facilities.  In between these two endpoints, there are a variety of other alternatives, including having universities take responsibility for the data produced by their researchers, to various types of distributed data centers.  As discussed earlier, different agencies have used quite different data management models, with some agencies using largely federal data facilities and other agencies relying on many grantee-based collections.  


 There was agreement that it largely does not matter where the data is stored physically.  It could be in a centralized facility or in many distributed databases.  What does matter is how decisions are made about what data to archive, what metadata to require, what formats are used, what finding tools are available, and what assistance is available to users.   


There are several different institutional options – investigators, universities, professional societies, and data centers -- for providing these functions.  There is no consensus yet on the best approaches and some participants advocated continued experimentation with different approaches and letting the approaches evolve over time. The appropriate approach also depends in part on the level of the data collection.  Research data collections that are part of an active research project are likely to be managed by the investigator, but reference data collections that are expected to be long-lived are more likely to managed in a data center.    

Investigators


One view expressed was that if an individual investigator simply has data in a standard format, has the data available on the web, and has the collection mirrored in some way, it may provide an adequate level of preservation and access.   Other participants believed that the model of pushing data preservation back to the investigators is at best fragile, and that it may require more information-related skills than many scientists want to acquire. Most investigators cannot be relied upon to migrate data to new platforms, to provide adequate metadata, or to provide user assistance.  They are may not consider how to make the data accessible to people outside their own discipline. 


Most participants felt that there are real advantages in having shared storage resources, or a data center, to which investigators can submit their data. As noted previously, improved data infrastructure makes it easier for researchers to fulfill their roles with respect to data preservation and sharing.  

Universities


Another option is that universities could archive research data.  A new mission of the university could be to create and maintain a digital repository of the scientific and scholarly output of that institution.    This is beginning to happen at MIT, with the D-space initiative,
 and the similar eScholarship initiative at the University of California. D-space was by MIT and Hewlett Packard is now being transferred to other institutions.  In this model, universities would just provide the space and ensure preservation. Each individual researcher or department would be responsible for quality standards, formatting, and metadata, and they in turn could rely on guidelines in their disciplines developed in cooperation with the scientific societies.  Universities that do not have the resources to set up their own digital archives could join a consortium.   A key issue, however, is whether this highly distributed approach is an appropriate way to archive major data collections that are crucial for a discipline. 

Scientific Societies

 
It was suggested that scientific societies could play a role as the data providers and data servers to their communities.  Societies currently publish journals, some of which also provide electronic space for supporting data.
  They could expand on this mission to include providing essential research data to their research communities, perhaps in partnership with federal agencies and universities and libraries.   


It was noted, however, that not all fields have a single professional society.  The American Meteorological Society represents a large fraction of the meteorologists, but oceanography is divided among five different societies.  It was also noted that societies are not likely to financially support databases.  In contrast to publications, which are usually profitable for the society, there is little expectation that databases will be profitable.  For a professional society to maintain the database over a long period of time, agencies would have to provide the money. Moreover, most societies currently have little expertise in managing data collections.  Another option is for the societies not to manage the collections, but to provide the aegis under which scientific communities develop the guidelines for databases that are maintained by academic institutions.


It was suggested that NSF has a policy that's directly parallel to data policy that has to do with publication: all research results should be published and there is a penalty for people who do not publish and when they submit their next proposals.  NSF does not assume infrastructural responsibility for publishing, but it supports publication indirectly through page charges and allowing library fees as indirect costs.  The model forces partnerships (in the United States mostly with professional societies, and in Europe, mostly with commercial publishers).   It might be possible to develop a similar model of indirect support for data activities. 

  

Data Centers


Some participants thought that the data center model for long-term archiving is preferable to assigning that responsibility to individual researchers or universities.  Managed data centers usually have a coordinated approach to life-cycle data management. Dedicated professionals maintain the data appropriate to the standards of the disciplines involved.  They plan for and routinely migrate data and require use of standardized metadata.  


There are a variety of models for data centers.  They can be either in federal facilities or operated by a grantees or contractors.  The grantees or contractors can be  universities, societies, Federally Funded Research and Development Centers, or  consortia.   


The advantages of data centers include: 

· There is an organization whose function is to preserve data and make it accessible.  That organization will be able push researchers to provide the data.

 

· Data centers can choose to accept only data provided according to their standards.  This provides commonality and fewer sets of standards

 

· They can have the critical mass to have discipline experts who can help researchers access  the data.  The NSF community wants to have people in data centers who can help find data, who are knowledgeable about the data, who are scientists themselves, and who can help interpret the data to the community.


NASA and NOAA have well developed systems of data centers.  For NASA space sciences, the National Space Science Data Center serves as a centralized repository and there are several Distributed Active Archive Centers, where researchers can take the data, do more analyses to it, and then resubmit it to the archive so that others can work with the modified data.  Active archives are peer reviewed every four years.  The funding can be reallocated as needed. 


NOAA has separate major data centers for climatic, geophysical, and oceanographic data, and the new Coastal Data Development Center.  Each of these contains a large number of databases that are designed for a diverse range of users.   

Data Policies



Different agencies and programs within agencies have different policies for the preservation and sharing of data for activities they support.  Some data policies are set on an agency-wide basis; some are set by divisions or programs within agencies; some agencies rely on scientific community norms. 


At NASA, researchers have exclusive proprietary use of the data for a finite amount of time, usually six months for planetary data and 12 months for astronomical data.  After that it goes into the archive and into the public domain.  NOAA policy is that all observational data are required to be archived.  The Department of Energy does not require data sharing on a blanket basis.  Access and retention standards are left to the scientific community on a program by program.   


NIH has a new data sharing policy that was released in February 2003.  It requires that research grant proposals that seek $500,000 or more in direct costs in any one year include plans for data sharing.  NIH only gets a small number of these large grants, but they involve a substantial amount of funds.  The policy was developed by the NIH Office of Extramural Research.  They intended that the policy would apply to all NIH grants, but the NIH Institute Directors decided that it was premature to impose the requirement on all grants, and decided to start with the large grants that are the most likely to produce the most significant amount of data.  The policy requires plans for data sharing -- making the data available to others -- not for long-term archiving. Grant applicants are expected to include a plan for data sharing in their grant proposals, or to include a strong reason why data sharing would not be possible or feasible.  The costs associated with data sharing can be included in grant budgets.  Annual reports for projects that are funded will have to address how the data sharing plan is being implemented.  Data are to be made available no later than the time the paper reporting the data is accepted for publication, unless there is a specific reason for a delay.  Data that are not reported in publications are also expected to be shared, although the policy doesn't make clear when or how that's to be done.  The policy applies to grants, contracts, and cooperative agreements.


In NSF, different programs have different policies.  In the Biology Directorate,  release and access policies are specific to individual programs and emphasize community standards.  The Protein Data Bank allows authors to hold publication or release of a structure for up to one year, whereas the plant genome research program policy provides for near-immediate release.  In the Geoscience Directorate, each division has its own policy, and they all require that data be made available to the community after a suitable period of time to allow the principal investigator to write scientific research papers. Afterwards, the data must be archived in one form or another.


Workshop participants discussed whether or not it would be desirable for NSF to have a data sharing policy similar to that of NIH.   Views expressed included:

· It is not appropriate for NSF to have a uniform policy that requires all proposals to address data preservation and sharing.  There are some areas, such as theoretical work, for which there is no data management, and so requiring a data management plan would be unnecessary.

· It could be appropriate to have a high level policy that says every part of NSF (division, directorate, or program) should think about data management and should have a plan appropriate for their science.  One could define the properties of plans, such as that it should enhance cost-effective sharing, but one should not specify the details.

· Any policy needs to be supported by the community for which it is directed or it won't work.  

· Policy should really be directed towards what to accomplish, not how to accomplish it.

· NSF might want to have the program directors meet and discuss these issues and get a sense about what is needed for each field.  They might be able to converge on some general policy guidelines for NSF and get ideas for projects that might be pursued within each program.


In addition to agency and program level policies, the Office of Management and Budget, and the National Archives and Records Administration (NARA) also have some policies that affect scientific data.  International programs, such as the World Climate Program and the International Earth Observing System, are also involved in data policy. 


There are also some broader intellectual property policy issues that affect data sharing.  Although the U.S. has prospered with a legal and policy regime supporting open availability and unfettered use of data, there are trends towards greater restrictions on the use of data.  Intellectual property has become broader, deeper and longer in all areas, and in the context of data specifically, there is a trend underway to protect non-copyrightable data collections.  There is a new database protection bill currently being debated in Congress.  Databases are also increasingly protected by increasingly capable digital rights management technologies.  These trends are resulting in a diminution in the public domain and open access to data. 

Issues That May Need National Science Board Attention


While a major theme of the workshop, as described previously, was that many issues must be addressed in the separate scientific fields, the workshop also discussed what issues the scientific fields or NSF programs can not solve on their own, and thus require attention by the National Science Board and NSF management.  Participants made the following comments: 

 

· In judging the tradeoff between funding new research versus data activities, a scientific community might properly value the data for its own use, but might not consider the value other communities could get from the data. It is difficult at the programmatic level to defend projects whose benefits are interdisciplinary.

  

· Encouragement at the agency level that says data activity is at least as important as new research would be helpful.  NSF should create an NSF-wide data group that provides some synergy and support for data activities. A high level policy that says each program should have some sort of data policy is probably a good idea.

· Agencies, rather than individual programs, need to address broad policy issues such as trade-offs between open access and intellectual property protection.  

 

· Individual communities cannot deal with the large increase in the number of databases, which results in many people making independent decisions about standards.  It might be timely for the Foundation as well as the communities to consider damping down the increase in databases, or at least get a greater degree of commonality among the databases. 

 

· NSF should assign the same scientific visibility and support to the science of data management as it does to the other discipline sciences.  It would help the other agencies in raising the acceptance level of data management, and also offer a valuable source for community-wide agreement, best practices, and inter-agency collaboration.


Participants also suggested that several issues need to be dealt with on an interagency basis. Agencies can usefully cooperate on making it easier to find data across agencies.  For example, all of the agencies have interests in a national ocean observing system that goes from the watershed out through the Exclusive Economic Zone, but data that pertain to this are in a wide variety of databases.  The different scientific communities associated with different agencies use different terminology for the same phenomena, which makes it more difficult to find and use data from the various databases. An improved taxonomy would be helpful.  There is also a need for improved tools for data discovery to permit researchers to find the data whose location they do not know.



Similarly, it would be useful to develop a consistent and clear language to describe the different elements of data management.  It is currently difficult to figure out where different agencies operations and problems map on to each other’s, because they use different language.  A common language is needed to identify sharable resources, approaches, and policy elements, and also to communicate to the external communities whose support is needed. 

 



It would be useful to improve information about the data collections sponsored by federal agencies.  There are a number of activities in various agencies and interagency activities for master directories that collect together related data sets in a uniform way and provide an interface to them, but they are not linked at any higher level.  Websites like grants.gov, into which every federally funded agency is supposed to put information about what they fund, and www.science.gov, which provides a portal to government science activities and resources, are agency-level activities that are clearly valuable.   A listing of data centers might be useful addition to www.science.gov. As progress is made in finding how to search across data centers or numeric databases, these could also reside on www.science.gov.

 



Appendix 1:  Terms of Reference

National Science Board

Workshop on Long-Lived Data Collections


Digital databases are a rapidly growing component of many fields of science and engineering research.  They are now essential, and are an increasingly large component of the “cyberinfrastructure” that underpins research and education.  It is mainly the development of powerful and increasingly affordable sensors and processors that is enabling rapid increase in the collection of digital data.  The number of digital databases is increasing greatly, and database sizes are in many cases growing exponentially.  New analytic techniques, access technologies, and organizational arrangements are being developed to exploit these collections in innovative ways. 


This profound and fast-moving development raises technical and legal issues of many kinds, including those of data quality, accessibility, interoperability, and rights to intellectual property.  One major topic that is emerging for national policy consideration centers on how to prudently collect and curate digital data so that it will be useful and accessible across multiple disciplines and across multiple generations of digital storage technology.   


While the National Science Foundation (NSF) has significantly supported the collection of digital data and has increasingly become involved with curation, other Federal agencies have had extensive experience in archiving and management of long-lived digital data collections.  The purpose of this workshop is to inform the National Science Board (NSB) and the NSF regarding the experiences and lessons learned by other Federal Agencies or other organizations regarding issues involved in the collection, maintenance, curation, and support for long-lived digital data collections.  Of particular interest is the approach that other federal agencies employ regarding data management policies for long-lived data collections that were developed through grants and contracts to non-federal entities.

Workshop Scope and Organization


It is timely for the National Science Board and the Foundation to consider what policies the Foundation should use when funding data collection and curation in the future.  It is important to understand the policies that will guide investment by other U.S. agencies and foundations, as well as international supporters.  To explore these issues, the Board is organizing a workshop to gather information on the current state of digital data collection and curation, and on the policies used by others to support such activity.  The focus is on the science and engineering communities served by NSF.  The workshop is an initial, information-sharing event as the Board begins to consider these issues.  Topics of interest include: 

· policies and practices of relevant NSF directorates and divisions 

· policies and practices of other major federal research agencies and the international community

· cooperation among federal agencies and the international community in the curation of data

· findings and recommendations of relevant studies 

· trends of the future

The objective of the workshop is to formulate the key policy questions that face the Board and Foundation and their constituent research and education communities.  Most participants of this workshop will be from inside the U.S. federal government.  The Board intends to arrange other forums for the science and engineering research and education communities to participate in future policy discussions on this topic.
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POLICY ISSUES FOR LONG-LIVED DATA COLLECTIONS 

November 18, 2003

Room 1235

National Science Foundation

4201 Wilson Boulevard

Arlington, V22230

Workshop Chair – Dr. Anita Jones, National Science Board

8:30-9:00   
Introduction and Overview 



Dr. Anita Jones, National Science Board

· Purpose of the workshop

· Brief overview of the topic

· Self-introduction of Workshop participants

9:00-10:15 
Presentations by NSF Representatives 

· BIO:  Dr. Christopher Greer

· EHR:  Dr. Janice Earle

· GEO:  Dr. Clifford Jacobs

· MPS:  Dr. Nigel Sharp

· SBE:  Dr. Daniel Newlon

10:15-10:30  
Break

10:30-10:45
Focus on Several Key Data Archiving Issues 

· Dr. Paul Uhlir, U.S. National Committee for CODATA,

National Research Council

10:45 – 12:00
First Set of Presentations by Federal Agency Representatives 

· NIST:  Dr. John Rumble, Jr. 

· NASA:  Dr. Jeffrey Hayes

· NOAA:  Dr. H. Lee Dantzler

12:00-12:30 
Lunch Break (30 minutes)

12:30-2:00  
Second Set of Presentations by Federal Agency Representatives

· USGS :  Dr. Tom Gunther

· DOE:  Dr. Walter Warnick

· DOD:  Dr. Kurt Molholm

· NIH/NIMH:  Dr. Howard Kurtzman

2:00-2:15  
Break

2:15-4:15 
Facilitated Open Roundtable Discussion 

4:15-4:45 
Closing Summary, including suggestions for any future activities to be considered by the NSB 

· Dr. Anita Jones, National Science Board
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� The “Semantic Web” is an initiative under the auspices of the World Wide Web Consortium to create a universal medium for the exchange of data. See � HYPERLINK "http://www.w3.org/2001/sw/Activity" ��http://www.w3.org/2001/sw/Activity�.. Part of the initiative is to put machine-understandable data on the Web so data can be shared and processed by automated tools as well as by people..


� Exceptions include where statutory requirements are different, where an agency is providing services to  benefit a specific identifiable group,  where the agency charges would constitute a significant barrier to properly performing the agency's functions, or other circumstance where the Director of OMB determines an exception is warranted.


� DSpace is a digital library system to capture, store, index, preserve, and redistribute the intellectual output of a university’s research faculty in digital formats.  It was developed jointly by MIT Libraries and Hewlett-Packard (HP) and freely available to research institutions world-wide as an open source system that can be customized and extended (www.dspace.org).








� For example, the Journal of the American Chemical Society encourages the submission of X-ray crystallographic data to be published as Supporting Information.
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